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Applications
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History of Reinforcement Learning
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Environment
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Taxonomy
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Part 2: Kinds of RL Algorithms — Spinning Up documentation. Spinningup.openai.com. (2022). 



Terminology
IDRIS ( CNRS )    - Hands-on Introduction to Deep Learning    - v.2.0 7

Agent Environment

Action, a

Observations, o

Reward, r

Environnements

Etats, 
s

Observations, 
o

Agent

action policies, 
𝝁 ou 𝝅

Action space



Concepts
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Finite-horizon undiscounted return Infinite-horizon discounted return

• Trajectories:

• Rewards:

• On-policy Value Function:

• On-policy Action-Value (Q) Function:

• Optimal :

• Policies:

Bellman Equations



Monte Carlo | Temporal Difference | Dynamic Programming
IDRIS ( CNRS )    - Hands-on Introduction to Deep Learning    - v.2.0 9

David Silver's RL course lecture 4: "Model-Free Prediction"



On | Off Policies
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On Policy:
• Same policy used to generate experiences and to improve

• SARSA

Off Policy:
• One policy (Target policy) to generate samples
• Another different policy optimized during the process 

• Q Learning



Q Learning
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Policy Optimization – Vanilla Policy Gradients
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Policy parameters optimization: 

Gradient of expected finite-horizon:

Advantage function:



Reinforcement Learning
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Simulated environments
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Atari
MuJoCo
Toy Text
Classic Control
Box2D
Third Party Environments



Deep Q Learning
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Environnement

Action, a

Observations, o

Récompenses, r

Mnih, Volodymyr, et al. "Playing atari with deep reinforcement learning."



Deep Q Learning - Training
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Replay 
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Deep Reinforcement Learning
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Inverse Reinforcement Learning
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